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Amazon applied-science internship

Computer Vision – Devices, June–October 2026

Applied Scientist Intern. Internship completed October 2, 2026. Example from Fig. 1 of the CRAFT manuscript draft.

Multimodal post-training
Co-developed CRAFT, combining counterfactual 
augmentation with GRPO-based VLM fine-tuning. Ran 
LoRA-based SFT and group-relative RL across eight 
nodes and 64 NVIDIA A100 GPUs in one data-parallel 
group.

Conditional image generation
Implemented a single-copy conditional-generation path 
for a distilled image editor. Evaluated latency-quality 
tradeoffs across sampling budgets.

Training and evaluation reliability
Contributed to versioned-cache and checkpoint-evaluation 
integration. Debugged synchronization, activation 
checkpointing, attention-backend and precision issues.

Q: What animal is on the grass?

Original photo: dog

repaint the box

CRAFT edit: wolf



Amazon applied-science internship

CRAFT versus SFT on target classes with low baseline accuracy

Manuscript in preparation (2026). Draft evaluation, epoch-three checkpoints; ongoing collaboration.

GQA targets

29.9% → 54.8%
+24.9 points

Gains also on LVIS and 
V3Det targets.

Paired 95% intervals 
exclude zero.

Overall GQA accuracy holds (62.3% vs. 62.4%). Lookalike-name questions drop 5.1 points.
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1. Med-R

1.1. Hard-gated training for structured VLM outputs

Under review, CMPB (2026). Figure from June 1 manuscript, p. 5.

SFT primes the output 
format.

GRPO gives malformed 
outputs zero reward.

Only valid outputs 
receive task-accuracy 
rewards.

One native generation pass.
No claim of faithful 
reasoning.



1. Med-R

1.2. Answer accuracy and format compliance

Under review, CMPB (2026). Original Tables 2 and 4, June 1 draft.

Native generation: strict accuracy / format compliance (%)

Native generation versus a constrained wrapper

SFT is a strong baseline. The wrapper guarantees validity and leads on PathVQA accuracy.



2. Phrase grounding

2.1. Grounding versus detection for conditional chest X-ray localization

First author. Journal of Imaging Informatics in Medicine, accepted 2026.

Success at IoU ≥ 0.2

40.5% vs. 3.3%
+37.2 points

489 external cases.

Paired McNemar test, 
p < 0.001.
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3. CXR-CurateBench

3.1. Controlled supervision for grounded medical VLMs

Manuscript in preparation (2026). Original Fig. 1, Apr. 28 draft.

I compare curation policies while holding the model and evaluation recipe fixed.



3. CXR-CurateBench

3.2. Curation changes distinct failure modes

Manuscript in preparation (2026). Original Fig. 2, Apr. 28 draft.

Format improves with rationale retention. Joint-success gains remain uncertain.



4. JUN

4.1. Auditable radiology report validation

Manuscript in preparation (2026). Original Fig. 1, June 13 manuscript, p. 2.

Which report discrepancy caused a score deduction?

Neural extraction aligns reports into structured findings.
Deterministic rules expose the discrepancy behind each deduction.

Missed findings can still bypass the scoring rules.



4. JUN

4.2. Factual failures in fluent reports

Manuscript in preparation (2026). Original Fig. 3, June 13 manuscript, p. 7.

Constructed stress-test examples

Inspect fabricated findings and internally inconsistent statements.
Reliable scoring still depends on accurate finding extraction.



5. Q-LACE

5.1. Finding-specific longitudinal change extraction

Submitted to JIIM (2026). Original Fig. 1, May 2026 draft, p. 4.

Report-derived weak labels supervise change in a specific finding.
Figure thumbnails illustrate the workflow.



5. Q-LACE

5.2. Query and history controls

Submitted to JIIM (2026). Original Tables 2 and 3, May 2026 draft, p. 7.

Query and prior-image interventions lower F1. Query binding remains incomplete.



6. DuEL-Med

6.1. Classification-guided radiology report generation

MICCAI 2025 workshop publication. Original Fig. 1, Springer proceedings p. 312.

I combine report generation with pathology probabilities to refine findings.



6. DuEL-Med

6.2. A report refinement example

MICCAI 2025 workshop publication. Original Fig. 2, Springer proceedings p. 315.

MIMIC-CXR 
GREEN

0.262 to 0.273
+4.2% relative

The figure shows one 
report.

Aggregate gains do not 
guarantee every finding 
is correct.



7. TRACE

7.1. Textual reasoning for affordance grounding

Co-first author. ICCV 2025 KnowledgeMR Workshop. Original Fig. 2, p. 3.

I co-developed 
VLM fine-tuning 
with reasoning 
supervision before 
coordinate 
prediction.

Nonmedical visual 
reasoning with 
grounded spatial 
outputs.



7. TRACE

7.2. Grounded outputs and attention inspection

Co-first author. ICCV 2025 KnowledgeMR Workshop. Original Fig. 5, p. 8.

Where2Place accuracy

43.9% to 48.1%
+4.2 percentage points

Hard subset: 55.0%

Attention maps help inspect 
behavior. They do not prove 
faithful reasoning.



8. OpenManus-SimpleMind

8.1. Executable computer vision workflows

First-author public preprint, 2025. arXiv:2506.11140. Original Fig. 1, p. 4.

I connect configuration generation, verifier feedback and training/inference tools.



8. OpenManus-SimpleMind

8.2. Segmentation outputs from configured workflows

First-author public preprint, 2025. arXiv:2506.11140. Original Fig. 4, p. 9.

Mean Dice

Lung  0.96
Heart  0.82
Ribs    0.83

Test images
50 / 49 / 50

Three prescribed tasks. 
Scores measure 
segmentation quality.



Research profile

Jin Kim, Los Angeles, CA

kimjin116@g.ucla.edu   jink-ucla.github.io

Multimodal post-training and grounded reasoning
Executable agent workflows for computer vision

UCLA Ph.D. candidate

Physics and Biology in Medicine, September 2022–present
Expected graduation: 2027
Full-time availability: early 2027, contingent on degree completion

Seoul National University, M.S. in Bioengineering

Attendance: June 2020–September 2022
Degree conferred: February 2024

Portfolio website    GitHub    Google Scholar

https://jink-ucla.github.io/
https://github.com/jink-ucla
https://scholar.google.com/citations?user=qIgHgmQAAAAJ
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